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Monitoring High-Dimensional Data for Failure
Detection and Localization in Large-Scale
Computing Systems

Haifeng Chen, Guofei Jiang, and Kenji Yoshihira

Abstract—It is a major challenge to process high-dimensional measurements for failure detection and localization in large-scale
computing systems. However, it is observed that in information systems, those measurements are usually located in a low-dimensional
structure that is embedded in the high-dimensional space. From this perspective, a novel approach is proposed to model the geometry
of underlying data generation and detect anomalies based on that model. We consider both linear and nonlinear data generation
models. Two statistics, that is, the Hotelling T? and the squared prediction error (SPE), are used to reflect data variations within and
outside the model. We track the probabilistic density of extracted statistics to monitor the system’s health. After a failure has been
detected, a localization process is also proposed to find the most suspicious attributes related to the failure. Experimental results on
both synthetic data and a real e-commerce application demonstrate the effectiveness of our approach in detecting and localizing

failures in computing systems.

Index Terms—Failure detection, manifold learning, statistics, data mining, information system, Internet applications.

1 INTRODUCTION

DETECTING failures promptly in large-scale Internet
services becomes more critical. A single hour of
downtime of those services such as Google, MSN, and
Yahoo! could often result in millions of dollars of lost
revenue, bad publicity, and “click over” to competitors.
One significant problem in building such detection tools is
the high dimensionality of measurements collected from
the large-scale computing infrastructures. For example,
commercial frameworks such as HP’s OpenView [10] and
IBM’s Tivoli [19] aggregate attributes from a variety of
sources, including hardware, networking, operating sys-
tems, and application servers. It is hard to extract
meaningful information from those data to distinguish
anomalous situations from normal ones.

In many circumstances, however, the system measure-
ments are not truly high dimensional. Rather, they can
efficiently be summarized in a space with much lower
dimension, because many of the attributes are correlated.
For instance, a multitier e-commerce system may have a
large number of user requests everyday, and many internal
attributes accordingly react to the volume of user requests
when the requests flow through the system [22]. Such
internal correlations among system attributes motivate us to
develop a new approach for monitoring the high-dimen-
sional data for system failure detection. We discover the
underlying low-dimensional structure of monitoring data
and extract two statistics, that is, the Hotelling T? score and
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the squared prediction error SPE , from each measure-
ment to express its variations within and outside the
discovered model. Failure detection is then carried out by
tracking the probabilistic density of these statistics along
time. Each time a new measurement comes in, we calculate
its related statistics and then update their probabilistic
density based on the newly computed values. A large
deviation of the density distribution before and after
updating is regarded as the indication of system failure.
We start with the situation where the monitoring data is
generated from a low-dimensional linear structure. Singular
value decomposition (SVD) is employed to discover the
linear subspace that contains the majority of data. The
Hotelling T? and SPE are then derived from the geometry
features of each measurement with respect to that subspace.
After that, we extend our work to the case where the
underlying data structure is nonlinear, which is often
encountered in information systems due to the nonlinear
mechanisms such as caching, queuing, and resource pooling
in the system. Unlike the linear model, however, there are
many new challenges in the extraction of geometric features
from nonlinear data. For example, there are no parametric
equations for globally describing the nonlinear model. Our
approach is based on the assumption that the data lies on a
nonlinear (Riemannian) manifold. That is, even though the
measurements are globally nonlinear, they are often smooth
and approximately linear in a local region. In the last few
years, many manifold reconstruction algorithms have been
proposed: locally linear embedding (LLE) [32], isometric
feature mapping (ISOMAP) [35], and so on. However, these
algorithms all focus on the problem of dimension reduction,
which determines the low-dimensional embedding vector
yi 2 R" of the original measurement x; 2 RP. In this paper,
in order to derive the nonlinear version of Hotelling T2 and
SPE, we need more geometric information about the data
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distribution aside from their low-dimensional representa-
tion y;s. For instance, the projection of each measurement X;
on the underlying manifold in the original space % is
required to compute the SPE value of x;. Furthermore, it
has been noted that current manifold reconstruction algo-
rithms are sensitive to noise and outliers [4], [7]. To solve
these issues, we propose a novel approach to discovering
the underlying geometry of nonlinear manifold for the
purpose of failure detection. We first use the linear error-in-
variables (EIV) model [14] in each local region to estimate
the locally smoothed values of each point in that region.
Since the local regions are overlapped, each measurement
may have several locally smoothed values. We then propose
a fusion process to combine those locally smoothed values
and obtain a globally smoothed value for each measure-
ment. Those globally smoothed values are regarded as the
projections of original measurements on the underlying
manifold and then fed to the current manifold learning
algorithms such as LLE to obtain their low-dimensional
representations. Note that instead of directly using the
original data for manifold reconstruction, we propose the
EIV model and a fusion process to preprocess the data and
hence achieve more robust and accurate reconstruction of
the underlying manifold. As a by-product, we also obtain
the projections of original measurements on the underlying
manifold in the original space that are necessary for
computing the SP E value of each measurement.

We also present a statistical test algorithm to decide
whether the linear or nonlinear model is suitable, given the
measurement data. After modeling, we compute the values
of two statistics of each measurement and estimate their
probabilistic density. The failure detection is based on the
deviation of newly calculated statistics of each coming
measurement with respect to the learned density. Once a
failure is detected, a localization procedure is proposed to
reveal the most suspicious attributes based on the values of
violated statistics. We use both synthetic data and measure-
ments from a real e-commerce application to test the
effectiveness of our proposed approach. The purpose of
using synthetic data is to demonstrate the advantages of the
EIV model and fusion in reconstructing the manifold. We
compare the results of the LLE algorithm on the original
measurements and the data that has been preprocessed by
the EIV model and fusion. The results show that our two
proposed procedures are both necessary to achieve an
accurate reconstruction of the nonlinear manifold. Then, we
test our failure detection and localization methods in a
J2EE-based Web application. We collect measurements
during normal system operations and apply both linear
and nonlinear algorithms to learn the underlying data
structure. We then inject a variety of failures into the system
and compare the performances of failure detectors based on
linear and nonlinear models. It shows that both linear and
nonlinear models can detect many failure incidents. How-
ever, the nonlinear model produces more accurate results
compared with the linear model.

2 BACKGROUND AND RELATED WORK

The purpose of this paper is to model the normal behavior
of a system and highlight any significant divergence from
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normality to indicate the onset of unknown failures. In data
mining, this is called anomaly detection or novelty
detection, and there have been a large number of literatures
in this aspect. Markou and Singh provided a detailed
review of those techniques [27], [28], in which both
statistical and neural networks-based approaches have been
presented. Although the statistical approaches [26], [11]
model the data based on their statistical properties and use
such information to test whether new samples come from
the same distribution, the neural networks-based methods
[25], [8] train a network to implicitly reveal the unknown
data distribution for detecting novelties.

However, much of the early work makes implicit
assumptions of the low dimensionality of data and does
not work well for high-dimensional measurements. For
example, it is quite difficult for statistical methods to model
the density of data with hundreds or thousands of attributes.
The computational complexity of neural networks is also an
important consideration for high-dimensional data. To
address these issues, Aggarwal and Yu [1] proposed a
projection-based method to find the best subsets of attributes
that can reveal data anomalies. Bodik et al. [6] used a Naive
Bayes approach, assuming the independent distribution of
attributes, to model the probabilistic density of high-
dimensional data. Tax and Duin [34] proposed a support
vector-based approach to identifying a minimal hyper-
sphere that surrounds the normal data. The samples located
outside the hypersphere are considered as faulty measure-
ments. In this paper, our solution is based on the observation
that in information systems, the high-dimensional data are
usually located on a low-dimensional underlying structure
that is embedded in high-dimensional space. Unlike the
Naive Bayes approach, we discover the correlations among
data attributes and extract the low-dimensional structure
that generates the data. Furthermore, our approach is carried
out in the original data space, without any data mappings
into their kernel feature space, as in the support vector-based
methods. As a consequence, we can directly analyze the
suspicious attributes once a failure has been detected.

Detecting and localizing failures promptly is crucial to
mission critical information systems. However, some
specific features of those systems introduce challenges for
the detection task. For instance, a large percentage of actual
failures in computing systems are partial failures, which
only break down part of service functions and do not affect
the operational statistics such as response time. Such partial
failures cannot easily be detected by traditional tools such
as pings and heartbeats [2]. To solve this issue, statistical
learning approaches have recently received a lot of attention
due to their capabilities in mining large quantities of
measurements for interesting patterns that can directly be
related to high-level system behavior. For instance, 1dé and
Kashima [20] treated the Web-based system as a weighted
graph and applied graph mining techniques to monitor the
graph sequences for failure detection. In the Magpie project
[5], Barham et al. used the stochastic context-free grammar
to model the request’s control flow across multiple
machines for detecting component failures and localizing
performance bottlenecks. The Pinpoint project [9], a close
relative to Magpie, proposed two features for system failure
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Fig. 1. Two-dimensional data examples. (a) Linear case. (b) Nonlinear
case.

detection: request path shapes and component interactions.
For the former, the set of seen traces was modeled with a
probabilistic context-free grammar (PCFG). The latter
feature was used in building a profile for each component’s
interaction and using the 2 test for comparing the current
distribution with the profile. In the same context of request
shape analysis as in [9], Jiang et al. [21] put forward a
multiresolution abnormal trace detection algorithm using
variable-length N-grams and automata. Bodik et al. [6] made
use of the user access behavior as an evidence of system
health and applied several statistical approaches such as the
Naive Bayes to mine such information for detecting
application-level failures.

We notice that in most circumstances, the attributes
collected from information systems are highly correlated.
For instance, the interaction profile of one component, as
described in [9], is usually correlated with those of other
components due to the implicit business logic or other
system constraints. Similarly, there exist high correlations
between different user Web access behaviors [6]. From this
perspective, we believe that the high-dimensional measure-
ments can be summarized in a space with much lower
dimension. We explore such underlying low-dimensional
structure to detect system failures. Based on the learned
structure of data, the values of Hotelling T? and SPE are
calculated for each sample in the online monitoring. The
failure is then detected based on the deviation of those
statistics with respect to their distributions. Note that the
Hotelling T2 and SPE have already been used in chemo-
metrics to understand chemical systems and processes [30],
[33], [24]. For example, the Soft Independent Modeling of
Class Analogy (SIMCA), a widely used approach in
chemometrics, employed the Hotelling T2 and SPE to
identify the classes of system measurements with similar
hidden phenomena [33]. Kourti and MacGregor [24] pre-
sented these statistics to monitor the chemical processes and
diagnose performance anomalies. However, those methods
all assume that the data are located in a hyperplane in the
original space and relied on linear methods such as the
principal component analysis (PCA) [23] or partial least
squares (PLS) [18] to compute the values of Hotelling T2 and
SPE. In this paper, we provide a general framework for
calculating these statistics, which considers both linear and
nonlinear data generation models. For the nonlinear model,
we propose a hovel algorithm to extract the Hotelling T2 and
SPE from the underlying manifold learned from training
data. Furthermore, we have applied the Hotelling T2 and
SPE statistics to the failure detection in distributed comput-
ing systems. Experimental results show that these two
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Fig. 2. The workflow of normal data modeling.

statistics are effective in detecting a variety of injected
failures in our Web-based test system.

3 MODELING THE NORMAL DATA

When system measurements contain hundreds of attributes,
our solution for modeling their normal behavior is based on
the fact that actual measurements are usually generated
from a structure with much lower dimension. Fig. 1 uses
2D examples to illustrate such situations. In Fig. 1a, the
normal data (marked as “x”) are generated from a 1D line
with certain noise in the 2D space. Similarly, Fig. 1b shows
the data generated from an underlying 1D nonlinear
manifold. Two abnormal measurements are also plotted in
each figure (marked as “ ). As we can see, the abnormal
sample o0; is deviated from the underlying structure.
Although the abnormal sample 0, may be located in the
structure, its position in the structure is too far from those of
normal measurements.

It is observed in Fig. 1 that the implicit structure captures
important information about data distribution. Such prop-
erty can be exploited to distinguish abnormal and normal
samples. That is, we discover the underlying geometric
model and reveal data variations within and outside the
model as features to detect failures. Two statistics, the
Hotelling T2 and SPE, are utilized to represent such data
variations. We calculate these two statistics for each
measurement and then build their probabilistic distribution
based on the computed values. In the monitoring process,
we compute the statistics of new measurements and check
their values with respect to the learned distribution to detect
failures. Fig. 2 provides the workflow of our normal data
modeling. We consider both linear and nonlinear data
generation models, which are described in Sections 3.1 and
3.2, respectively. Section 3.3 then presents a criterion to
determine whether the linear or nonlinear model is suitable
for the available data.

3.1 Linear Model

If the measurements x; 2 RP, with i..1; ;n, are gener-
ated from a low-dimensional hyperplane in RP, we apply
the SVD of data matrix X ... ix;  Xn:

X ..U V7 . Us ¢V

S Un WV 1
where

.diag 15 ;o or1 3 2R
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and r r1 , with ... minfp; ng. The two
orthogonal matrices U and V are called the left and right
eigenmatrices of X. Based on the magnitude of singular
values j, the space of X is decomposed into signal and noise
subspaces. The left r columns of U, Us ... hug; u;  up, form
the bases of signal space, and ..diag 1; ; r. Any
vector X 2 RP can be represented by the summation of two
projection vectors from two subspaces:

X..% % 2

where % ... UsUZ X is the projection of x on the hyperplane
expressed in the original space, which represents the signal
part of x, and x contains the noise. Meanwhile, we can also
obtain the low-dimensional representation of x in the signal
subspace;

y .. UT%: 3

The vectory 2 R" is called the principal component vector of x,
which represents the r-dimensional coordinates of x in the
signal subspace. The ith element in y is called the
ith principal component of x. Since the principal compo-
nents are uncorrelated and the variance of the ith component
yiis 2 [16], the covariance of yisCy ...diag % ; 2 .Note
that for ease of explanation, we assume that the data x;s are
centered. In real situations, we need to center the data before
the above calculations.

Two statistics are defined for each sample x to
represent its variations within and outside the signal
subspace. One is the Hotelling T2 score [23], which is
expressed as the Mahalanobis distance from x s principal
components y to the mean of principal component vectors
from the training data:

T2y yCly vy; 4

where C, ! is the inverse matrix of C,. Since y ... 0, we can
simplify (4) as T? ... y"C, 'y. Another statistic, the SPE [23],
indicates how well the sample x conforms to the hyper-
plane, measured by the euclidean distance between x and
its projection % on the hyperplane expressed in the original
space:

SPE ... kxk? ... kx  RK?: 5

The intuition of using these two statistics for failure
detection is illustrated in Fig. 3, in which 2D normal
samples, marked as “x,” are generated from a line
(1D subspace) with certain noises. Through subspace
decomposition, we obtain the direction of the line (the
signal subspace) and then project each sample x onto that
line to get ®. In this case, the Hotelling T2 score represents
the Mahalanobis distance from % to the origin (0, 0). The
value of SPE is the squared distance between x and %. Two
abnormal samples, marked as “ ,” are also shown in Fig. 3a.
Since the sample o; is far from the line, its SPE is much
larger than those of other points. Although the sample o,
has a reasonable SPE value, its Hotelling T2 score is very
large, since its projection on the line oy is far from the
cluster of projected normal samples. We plot the histograms
of the Hotelling T2 score and SPE value for all the samples,
as shown in Figs. 3b and 3c, respectively. Based on these
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Fig. 3. The role of extracted statistics for failure detection. (a) The
2D normal data together with two outliers. (b) The histogram of Hotelling
T2 of all the samples. (c) The histogram of SPE of all the samples.

histograms, we conclude that by defining suitable bound-
aries for normal samples in the extracted statistics, we can
find abnormal measurements and hence detect failures.

3.2 Nonlinear Model

When the measurements X;s are generated from a nonlinear
structure, we still desire to have statistics that serve the
same purpose of Hotelling T2 and SPE in the linear model.
To derive the nonlinear version of these two statistics, our
approach is based on the assumption that the data lies on a
nonlinear (Riemannian) manifold. We discover the under-
lying manifold of high-dimensional measurements and
then define the corresponding statistics based on the
geometric features of each sample with respect to the
discovered manifold.

According to the original definition of Hotelling T2 in (4)
and SPE in (5), we need the following information to get
their nonlinear estimates:

the low-dimensional embedding vector y of the

original measurement x, where y represents the low-

dimensional coordinates of x in the underlying

manifold instead of the linear hyper plane, and

the projection & of measurement x on the manifold

in the original space.
If we have the values of these variables, the nonlinear
version of Hotelling T2 and SPE for each sample x can be
defined in the same form as that in the linear situation. For
instance, the nonlinear T2 is expressed as in (4), except that
the y is computed from the underlying manifold, y is the
mean of y for all the training data, and C, denotes the
sample covariance matrix:

1 X

. Yj
n lj...l

Yy y: 6

Authorized licensed use limited to: NEC Labs. Downloaded on May 4, 2009 at 18:58 from IEEE Xplore. Restrictions apply.



CHEN ET AL.: MONITORING HIGH-DIMENSIONAL DATA FOR FAILURE DETECTION AND LOCALIZATION IN LARGE-SCALE COMPUTING... 17

Similarly, the nonlinear SPE for sample x is also defined in
(5), with % representing the projection of x on the manifold.

In the last few years, many manifold reconstruction
algorithms have been proposed, such as the LLE [32] and
ISOMAP [35]. However, these algorithms all focus on the
problem of dimension reduction, which only outputs the
low-dimensional embedding vector y of the original
measurement x and does not directly compute the projec-
tion % of x on the manifold. Furthermore, in practical
situations, the measurements are always noisy, and it is
noted that the LLE and ISOMAP algorithms are sensitive to
noise [4], [7]. As a consequence, we use two steps to obtain
the necessary estimates:

Xj ]! Ri 2! Yi i..1, n: 7

We start by calculating the projection %; of each sample x; on
the underlying manifold, followed by the estimation of y;s
based on the projected variables. Note that here, we use the
estimate %; as an intermediary for obtaining y;. The accuracy
of the estimate %; is therefore important to the computation
of two statistics. To get the reliable %is, we first apply the
linear EIV model, as described in Section 3.2.1, in the
neighborhood region of each sample x; to compute the
locally smoothed value of every sample in that neighbor-
hood. Since the local regions are overlapped, each sample
usually has several locally smoothed values. We then
present a fusion process in Section 3.2.2 to combine all the
locally smoothed values of x; and hence obtain its
projection %; on the manifold in the original space. Once
the projections &js are available, they are input to current
manifold learning algorithms such as LLE to estimate the
low-dimensional embedding vector y;s, which is described
in Section 3.2.3.

3.2.1 Local Error-in-Variables (EIV) Model
We start with the k-nearest neighbor search for each
sample x; to define its local region. Given a set of
p-dimensional vectors x,'; ;x, located in the neighbor-
hood of x;, a local smoothing of those vectors is performed
based on the geometry of the local region that comprises the
points. For simplicity, we use X;; ;Xx to denote those
neighborhood points of x;. In current manifold reconstruc-
tion algorithms such as LLE, the local geometry is
represented by a weight vector w ... hwj; wix ~ that
best reconstructs x; from its neighbors. By minimizing the
following reconstruction error
< 2

WijX;, 8

< 2 x
Xi WiiXj .. Xi,
jol (! jol

subject to Pj wij ... 1, where x; or x; represents the
Ith element of vector x; X;, the LLE obtains the least
squares solution of w for the local region surrounding X;.
Equation (8) assumes that all the neighbors of x; are free of
noise, and only the measurement x; is noisy. This is
frequently unrealistic, since usually, all the samples are
corrupted by noise. As a result, the solution of (8) is biased.
To remedy this problem, we use the following EIV model

[14] by minimizing

x 2 x
X Wijﬁj ka
jol jol

;Kk? 9

subject to Pj wij ... 1, where %; is the local noise-free
estimate of sample x; in the region surrounding X;.
Equation (9) can also be represented as
X
0 kXi ki k2 ka
jol

ik 10

by taking into account that %; ...
matrices

jWij®j. Define the

B..IX; X; Xp Xq 2RP K1

and E ... 1%k X %X X 2 RP K1 to contain the locally
smoothed estimates of those points, with p k, for
common cases where the nonlinear manifold is embedded
in a high-dimensional space. The problem (10) can be
reformulated as

minkB  EK’ 11

subject to
E ..0; 12
where .. % 1 wii Wi wix ~. From (12), the rank of E

is k. Therefore, the estimate E is the raEg k approximation

of matrix B. If the SVD of B is B ... j'flll jujVvy, with
1 2 k 1, We obtain the noise-free sample matrix E

from the Eckart-Young-Mirsky Theorem [12], [29] as

X
E.. UiV 13

jot
The weight vector w can also be estimated from the SVD
of matrix B. Since our purpose here is to find the local
noise-free estimate E, we do not plan to discuss it in detail.
For an in-depth treatment of the EIV model and its
solutions, see [14], [36]. According to [36], we can also
obtain the first-order approximation of the covariance €,, of
the parameter w, which is proportional to the estimation of

the variance of noise "2 ... 2 =p k.

3.2.2 Fusion

We apply the EIV model in the neighborhood region of
every sample x; to obtain the locally smoothed value of
every point in that region. Since each sample x; is usually
included in the neighborhoods of several other points and
in its own local region, it has more than one local noise-free
estimate. Given those different estimates fkil ;kiz ; ;kih g
with h 1 our goal is to find a global noise-free estimate X;
of x; from its many local values. Such global noise-free
estimate %; can be regarded as the projection of x; onto the
manifold in the original space.

Due to the variation of curvatures of the underlying
manifold, the linear model presented in Section 3.2.1 may
not always succeed in discovering local structures. For
instance, in the local region with a large curvature, the noise-
free estimate %; is not reliable. Suppose we have the
covariance matrix Cj of & to characterize the uncertainty of
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linear fitting, through which kij is obtained. Then, the global
estimate of a noise-free value %X; can be found by minimizing
the sum of the following Mahalanobis distances:

X o i

Ri.argmin - %, RS VI S 14

T
The solution of (14) is
'y
x X )
i .. c;! C; & 15

j.1 j..1

That is, the global estimate %; is characterized by the
covariance weighted average of %! s. The more uncertain a
local estimate %, is (the inverse of its covariance has a
smaller norm), the less the instance that it contributes to the
result of the global value %;.

The covariance C; can be estimated from the error
propagation of the covariance of w during the calculation
of % . However, since the dimension of %; is high, it is
not feasible to directly use Cj. Instead, we use the
determinant of C; to approximate (15):

1

Uiy

> L
iCij ‘% 16

Ri .. icij *
jol il
where jC;j is approximated by jCjj ~2 and is a constant
that does not contribute to the calculation of (16).

3.2.3 Manifold Reconstruction

Once we have the estimate %;s, we feed them to the current
manifold reconstruction algorithms such as LLE and ISO-
MAP to obtain the low-dimensional embedding vector y;s. In
our approach, the EIV modeling and fusion process actually
serve as preprocessing procedures for those manifold
learning algorithms in order to achieve a more robust and
accurate reconstruction of the nonlinear manifold. One by-
product of this is that we can also obtain the projection of
each measurement on the manifold in the original space. We
do not plan to describe the LLE or ISOMAP algorithm here.
The readers may refer to [32], [35] for details.

When the projection %kijs and the low-dimensional
embedding vector y;s are available, the nonlinear Hotelling
T2 and SPE of x;s are calculated in the same way as in (4)
and (5). We then use the Gaussian mixture model to
estimate the density distribution of two statistics. Section 4
will show that by monitoring these statistics along time, we
can detect abnormal points that deviated from the under-
lying manifold.

3.3 Linear versus Nonlinear

The linear model is easy to understand and simple to
implement. On the other hand, nonlinear models are more
accurate when the nonlinearities of the underlying structure
are too pronounced to be approximated by linear models. To
make the correct decision of choosing the model, given a set
of measurements, we first estimate the intrinsic dimension of
data and then apply a statistical test to decide whether the
linear or nonlinear model has to be used.
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We use the method proposed in [17] to estimate the
intrinsic dimension. It is based on the observation that for
an r-dimensional data set embedded in the p-dimensional
space, X; 2 RP, with i..1; ;n, the number of pairs of
points closer to each other than is proportional to ". We
define

2 X
Hh o ——— lay xk< g 17
nn 1 . !
where 1, is the indicator function of the event A. The
intrinsic dimension r is defined as

r..limlim————-: 18

In practice, we compute H,  for different jsand then fita
line through %log i;logH, i to obtainr.

The estimated dimension r is then used to test whether
the linear model is sufficient for discovering the geometry
of data samples. We perform SVD of the data matrix, as
described in Section 3.1, and check whether the linear
subspace with dimension r covers enough variances of the
original space. To do this, we define

2
r .
roy 19

PN N
NN[N N

where s are the singular values from SVD, and

... minfp; ng. If the value is larger than a predefined
threshold, we use the linear model to characterize the
normal data. Otherwise, the nonlinear model is applied. In
this paper, the threshold of is 0.98, which is determined
from the evaluation of various values of the linear model
contaminated with different levels of noise.

4  ONLINE DETECTION

Section 3 demonstrates that the Hotelling T? and SPE can
serve as metrics to distinguish abnormal and normal
samples. We use the Gaussian mixture model to exploit
their probabilistic density from the training data. That is, we
denote the Hotelling T? and SP E as a vector z and represent
the probability density of z by a mixture of k Gaussians:

x )
CiP 2z i i 20
il

Pz

where ¢; 0, ‘i‘mlci .. 1, and each p zjm;; ; is a two-
dimensional Gaussian distribution, with the density speci-
fied by the mean m; and covariance matrix ;. The number
of Gaussians k is chosen between 2 and 5 in usual cases. In
the online monitoring, every time a new measurement X;
comes in, we calculate its related statistics z;. If the system
behavior is relatively static, the failure can be detected by
directly checking the newly computed statistics z; with their
distribution (20) learned from the training data, for example,
comparing the probability p z;j with a certain threshold to
generate alarms. However, we observe that in Web-based
computing systems, the system behavior is not always fixed
due to the user workload variations, Web content updating,
and so on. As a consequence, the distribution of two
statistics may shift during the monitoring period as a result
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Fig. 4. Online computing of Hotelling T? and SPE for the nonlinear
model.

of variations in system behavior. To deal with such systems
with changing behavior, Section 4.2 provides another
solution to detect failures. We employ an online updating
algorithm to sequentially update the distribution of two
statistics for every sample in the monitoring process. The
failure is then detected based on the statistical deviation of
density distribution before and after the updating.

For the linear model, it is easy to compute the
Hotelling T2 and SPE for each new sample x; based on
(4) and (5). However, calculating those statistics online is
not straightforward in the nonlinear case, since there are no
global formula or parameters to describe the nonlinear
manifold. Therefore, Section 4.1 focuses on the online
statistics computing for the nonlinear model. Once the
newly computed statistics are available, Section 4.2 then
presents the way of updating their density and detecting
anomaly based on the updated density.

4.1 Online Computing of Two Statistics

Fig. 4 presents the algorithm of the online computing of
Hotelling T2 and SPE for the nonlinear model. Given a
new measurement X, the first step is to find the nearest
patch of x; on the discovered manifold from the training
data. We start by locating the nearest point x of x; in the
training data together with its nearest neighbors (including
x itself) X;;%,; X, followed by retrieving their projec-
tions on the manifold %,;; ;%,. The plane spanned by %,s
is then regarded as the nearest patch of x; on the manifold.
Note that the nearest neighbors of x and their projections
have already been calculated during the training phase, and
no extra calculations are needed. The only issue is finding
the nearest point x of x; in the training data. For high-
dimensional X, the complexity of nearest neighbor query is
practically linear with respect to the training data size. To
speed up computation, the locally sensitive hashing (LSH)
[15] data structure is constructed for the training data to
approximate the nearest neighbor search. As a consequence,
the nearest neighbor query time has sublinear dependences
on the data size.

Step 2 in Fig. 4 then projects x; onto its nearest patch.
We assume that the patch spanned by %;s is linear and

Fig. 5. The SDEM algorithm for updating the mixing probability cit and
the mean it and covariance ;' of k Gaussian functions in (20), given
the new statistics z;.

builds a matrix X ..#&;; ;% . By solving the equation
X w.. Xt by least squares, we get the estimation w ...
X X X >x; and the projection of x; on the manifold:

Ko X w.. X XX X Zxg 22

Once we obtain the weight w, the low-dimensional
embedding vector y, of x; is calculated by (21) based on
the observation that the local geometry in the original space
should equally be valid for local patches in the manifold.
Accordingly, the Hotelling T2 and SPE values of the new
sample x; are calculated.

4.2 Density-Based Detection

Once the newly calculated Hotelling T2 and SPE are
available, we use the sequentially dynamic expectation-
maximization (SDEM) algorithm [26], as described in
Fig. 5, to update the density (20). Based on the original
expectation-maximization (EM) algorithm for Gaussian
mixture models [31], the SDEM utilizes an exponentially
weighted moving average (EWMA) filter to adapt to frequent
system changes. For instance, given a set of observations
fX1;X2;  ;Xn; @, an online EWMA filter of the mean is
expressed as

ni1.. 1 n Xn 1, 23

where the forgetting parameter  dictates the degree of
discounting previous examples. Intuitively, the larger s,
the faster the algorithm can “age out” past examples. Note
that there is another parameter in Fig. 5, which is set
between [1.0, 2.0], in the estimation of ; in order to improve
the stability of the solution.

The anomaly is then determined based on the statistical
deviation of density distribution before and after the new
statistics z; is obtained. If we denote the two distributions as
p. ' and p!, respectively, our metric called the Hellinger
score is defined by

Z q q 2

SH Zt .. p!  pit dz 24

Intuitively, this score measures how much the probability

density function p | has moved fromp{ * after learning z.

A higher score indicates that z; is an outlier with high

probability. For the efficient computation of the Hellinger
score, see [26].

Authorized licensed use limited to: NEC Labs. Downloaded on May 4, 2009 at 18:58 from IEEE Xplore. Restrictions apply.





















