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Failure Detection in Large-Scale Internet
Services by Principal Subspace Mapping
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Abstract—Fast and accurate failure detection is becoming essential in managing large-scale Internet services. This paper proposes a
novel detection approach based on the subspace mapping between the system inputs and internal measurements. By exploring these
contextual dependencies, our detector can initiate repair actions accurately, increasing the availability of the system. Although a
classical statistical method, the canonical correlation analysis (CCA), is presented in the paper to achieve subspace mapping, we also
propose a more advanced technique, the principal canonical correlation analysis (PCCA), to improve the performance of the CCA-
based detector. PCCA extracts a principal subspace from internal measurements that is not only highly correlated with the inputs but
also a significant representative of the original measurements. Experimental results on a Java 2 Platform, Enterprise Edition (J2EE)-
based Web application demonstrate that such property of PCCA is especially beneficial to failure detection tasks.

Index Terms—Failure detection, subspace mapping, correlation analysis, autonomic computing, Internet services.

1 INTRODUCTION

CURRENT computer systems providing online Internet
services may suffer from various user-visible failures.
For example, a bug in a certain software component of an
e-commerce application will cause items not being added to
a shopping cart or an error message being displayed. Other
types of failures also exist, resulting from a wide variety of
human operational errors and hardware and software faults
[31], [32]. It is critical to detect failures promptly in large-
scale Internet services. A single hour of downtime of those
services such as Google, MSN, and Yahoo! could often
result in millions of dollars of lost revenue, bad publicity,
and “click over” to competitors.

During system operation, a large amount of monitoring
data can be collected to track its operational status. Software
log files, system audit events, and network traffic statistics
are typical examples of such measurements. These data can
provide valuable evidences about the system’s health. A
fault occurrence could scatter its trace in the measurement
data so that we can interpret the data to detect a system
failure. However, the system measurements usually contain
enormous numbers of attributes. For instance, commercial
frameworks such as Hewlett-Packard (HP)’s OpenView [10]
and IBM’s Tivoli [18] aggregate attributes from a variety of
sources including hardware, networking, operating sys-
tems, application servers, and so on. It is hard to manually
infer the system status from those measurements. Another
challenge of failure detection from measurement data
originates from the dynamics of information systems. It is
common in those systems that user behaviors and loads are
always changing, and software and hardware components
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are frequently replaced or upgraded. This requires the
detection tool to distinguish from data the normal system
variation and real failures.

To address these issues, this paper proposes a novel data
mining-based approach to failure detection in large-scale
Internet services. We model the contextual dependencies
between the system workload (inputs) and internal mea-
surements. Such dependencies are monitored along time to
reveal the system status. Since we incorporate system
inputs in the modeling process, our failure detector is
robust to the system dynamics, especially those caused by
workload changes. Regarding the large numbers of attri-
butes contained in the measurement data, we use subspace
mapping to extract a subset of variables from those attributes
that are correlated with the system inputs. After subspace
mapping, the system measurements are transformed and
divided into two parts: one is highly correlated with the
inputs, and the other is less correlated or uncorrelated. Two
different strategies are proposed to monitor these two sets
of variables. As a result, our detector can achieve a high
detection rate and reduce the false positives resulting from
workload changes.

Two subspace mapping techniques are presented in the
paper to model the dependencies between the system
inputs and internal measurements. We first use a traditional
statistical method, the canonical correlation analysis (CCA)
[17], to discover the highly correlated subspaces between
these two sets of variables. We then propose a new
technique, the principal canonical correlation analysis
(PCCA), to achieve better performance than CCA in failure
detection. The PCCA approach considers not only the
correlation between the system inputs and internal mea-
surements but also the extracted variances of mapped
subspace with respect to the original data. That is, PCCA
extracts a subspace from system internal measurements that
is not only highly correlated with the inputs but also a good
representative of the original measurements. We will show
that such principal subspace mapping is more beneficial to
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the failure detection task than the original CCA-based
method.

We build a real Java 2 Platform, Enterprise Edition
(J2EE)-based Web application, and simulate a variety of
common failures in software engineering to demonstrate
the effectiveness of proposed failure detector. In the
experiments, we choose the frequencies of different
database table accesses as system internal measurements
and frequencies of different user requests as system
workload. The data are directly obtained from system log
files without any specially designed instrumentation tools.
Results show that by modeling the dependencies between
those two sets of variables by subspace mapping, our
nonintrusive failure detection technique can discover many
application-level subtle failures and is robust to workload
variations as well. The performances of CCA and PCCA
methods are also compared. It shows that both CCA and
PCCA can detect most of the injected failures. However, the
PCCA-based detector can identify failures at their early
stages when the impacts are still weak.

2 BACKGROUND AND RELATED WORK

Traditional failure detectors for computer systems are
simple machine and protocol tests, such as ping, heartbeat
[1], and HTTP error code monitors [25]. Those tools are easy
to deploy since they are application generic. However, they
cannot handle application-level failures such as blank
pages, wrong links, loops, and so on. Application-level
failures can sometimes take days to detect, although they
are repaired quickly once found. Fast detection of these
failures is therefore a key problem in improving Internet
service availability.

Since a large amount of data can now be collected by
various system and application tools such as software
logging, analyzing those data becomes more useful in
failure detection tasks. The simplest way of monitoring
those data is to compare the values of each attribute with its
predefined threshold. The threshold is determined either by
human knowledge and experience with failures and their
manifestations or based on some simple statistics such as
the mean and variance of historical data records [28], [11],
[37]. However, as the information system becomes more
and more complex, such attribute checking becomes less
feasible in failure detection since the number of attributes
are usually huge in the measurement data and they are
usually correlated with each other.

Data mining-based approaches have received a lot of
attention in failure detection recently due to their capabilities
in obtaining useful models from large quantities of
measurements that can be directly related to system high-
level behavior. In failure detection tasks, usually, only the
data collected from the system normal status are available,
and it is hard to get the measurements of system failures
because those coming failures may have never been seen
before. As a consequence, our purpose is to model the
normal behavior of a system from those available data and
highlight any significant divergence from normality to
indicate the onset of unknown failures. In the data mining
field, this is called anomaly detection or novelty detection
[26], [27]. For instance, the work in [19] modeled the Web-
based system as a weighted graph and monitored the graph
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sequences to detect failures. In the Magpie project [3],
Barham et al. used the stochastic context-free grammar to
model the request’s normal control flow across multiple
machines for the purpose of detecting component failures, as
well as localizing performance bottlenecks. The Pinpoint
project [9], a close relative to Magpie, proposed two features
for system failure detection: request path shapes and
component interactions. For the former, the set of seen
traces was modeled with a probabilistic context-free
grammar (PCFG). The latter feature was used in building a
profile for each component’s interaction, using the chi-
square test for comparing the current distribution with the
profile. In the same context of request shape analysis as in
[9], Jiang et al. [20] put forward a multiresolution abnormal
trace detection algorithm using variable-length N-grams
and automata. The mixture of Gaussian distributions [35] is
also a widely used method to model the distribution of
system normal data. For instance, the SmartSifter [24] tool
used such model and dynamically updated the distribution
along time. A large difference between the updated model
and the previous one was regarded as a failure. Similarly,
Guo et al. [14] used the Gaussian mixture model to
characterize the probabilistic correlation between flow
intensities measured at multiple points in distributed
systems. However, the Gaussian mixture model makes
implicit assumptions of the low dimensionality of data and
does not work well for data with hundreds of attributes. To
solve such a problem, the work in [7] proposed the subspace
decomposition of high-dimensional data and modeled the
distribution of some key data statistics instead of the original
data. The work in [4] used the Naive Bayes to model the
high-dimensional data in which all the attributes were
assumed to be independent. Tax and Duin [34] proposed a
support-vector-based approach to identify a minimal hyper-
sphere that surrounds the normal data. The samples located
outside the hypersphere were considered as failure mea-
surements. Such method has been successfully applied to
detect failures in windows registry accesses [15].

All of the above methods consider certain features of the
system internal behavior and apply different models to
characterize those features. They ignore the fact that Internet
services are built on multiple-input transaction systems.
That is, Internet services have a large number of user
requests everyday, and much of the monitoring data reacts
to the volume of user requests accordingly when user
requests flow through the system [21]. Hence, the dynamics
of user behavior will introduce large variations of system
activity. For example, a big promotion in an e-commerce
Web site will suddenly attract a lot of new “clicks” and may
significantly change the behavior of observed data. In this
case, current algorithms are unable to discriminate whether
the sudden change in system behavior is due to real failures
or just unusual workload changes. To solve this problem, we
propose a subspace-mapping-based method for failure
detection in computer systems providing Internet services.
We observe that in such systems, to accomplish each specific
type of client request, a number of software components and
certain system resources are always activated according to
the business logic and system functionality. A contextual
relationship exists between the system inputs and its
internal measurements. Exploring such dependencies will
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reduce the false positives caused by workload variations and
hence improve the performance of the failure detector.

Modeling the relationship between the system inputs
and internal states has been well studied in modern control
theory. One of the most famous methods is the state-space
approach [6], which uses the state transition matrix to
model the multi-input and multi-output (MIMO) systems.
Such approach has been applied to the software-engineer-
ing field as well. For instance, the work in [36] used the
Multivariate State Estimation Technique (MSET) [13] to
detect software anomalies in computer systems. However,
this paper deals with large Internet services consisting of
thousands of components such as application software,
operating systems, databases, servers, and networking
devices. It is hard to build a state-space model for such
complex systems because there are so many attributes in the
measurement data. We have to extract a relevant subset of
variables from those attributes before further analysis.
Furthermore, the relationship between the system inputs
and internal measurements is not deterministic in Internet
services resulting from mechanisms such as system caching
and connection pooling [30]. Statistical methods have to be
employed to model the dependencies.

As a result, this paper proposes a subspace mapping-
based failure detection method for online Internet services.
In Section 3, a traditional statistical method, CCA, will be
introduced to illustrate the subspace-mapping process.
Section 4 will present a new method, PCCA, to improve the
performance of CCA-based detection. Experimental results
in Section 5 illustrate that such principal subspace mapping
is especially useful for failure detection applications.

3 FAILURE DETECTION BY SUBSPACE MAPPING

Given the measurements of two sets of variables, x and u,
subspace mapping discovers highly correlated subspaces
from the two original spaces. In the failure detection task,
the variables x and u represent the system internal
measurement and the inputs, respectively. By subspace
mapping, we can identify a subspace of x that contains the
dependency information with the inputs. Such information
will make the failure detector more robust to workload
changes. In Section 3.1, we first introduce a subspace-
mapping algorithm, CCA. Section 3.2 then shows how this
technique can be used to detect failures in Internet services.

3.1 Canonical Correlation Analysis
The canonical correlation analysis (CCA) transforms two
sets of variables, u 2 R% and x 2 RP, into pairs uj;% , as
shown in Fig. 1, where i..1;2; ;m, and m .. min p;q
such that the u;s are uncorrelated, and the same goes for the
%;S. The canonical correlations ; ... corr t;%; are descend-
ing, 1 2 m-

The main part of the CCA calculation is finding the
transforming vectors w,; and wy; that maximize

the correlation between two variables u;..w;;u and
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Fig. 1. Canonical Correlation Analysis (CCA).

under the condition that &; is uncorrelated with previous
variables o 1;t 2; ;th, and the same goes for x;. In (1),
Cuw and Cyx denote the within-set covariance of u and X,
respectively, and C,x ... Cg, is the between-sets covariance
matrix. Let us look at the basis vectors corresponding to the
largest canonical correlation. For simplicity, we use wy or
wy to denote that pair of vectors. Since the solution of (1) is
not affected by rescaling w, or wy, the problem (1) is
equivalent to maximizing the numerator subject to

w, CuuWy ... 1; 2

W5, CyxWy ... 1: 3
The corresponding Lagrangian is

L wy wy

— W;Cyw, 1 ?ijcxxwx 1:

By taking the derivatives with respect to w, and wy and
making some manipulations, we obtain w, and wy by
solving the following generalized eigenproblem [12]:

=
o W Cux Wy

CxuCulCux  *Cyx Wy .. 0 5

and

CuxCyiCxu  *Cuu Wy ... O 6

Hence, wy and wy correspond to the eigenvectors of (5) and
(6) with respect to the largest eigenvalue. Having extracted
the first pair of transforming vectors, the next canonical
pairs are found in a similar way. It is shown in [17] that
those solutions correspond to the eigenvectors of the same
equations (5), (6) but with different eigenvalues.

We regard that two variables are highly correlated once
their correlation coefficient is larger than 0.9. Based on this
observation, we decompose the original variables x into two
subsets x * and x 2 according to their related ; values, as
shown in Fig. 1. The subset x! encapsulates the depen-
dencies of x with respect to the system inputs u, since each
variable in x 1 has a highly correlated partner derived from
u. On the other hand, the subset x 2 contains variables that
are less correlated or uncorrelated with the inputs. In
Section 3.2, two different methods will be presented to
monitor the variables in x ! and x 2, respectively.
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Fig. 2. Supervised monitoring. (a) and (b) The variable x; in the normal
and failure cases. (c) and (d) The input t; in the normal and failure
cases. (e) and (f) The correlation between w; and x; in the normal and
failure cases.

3.2 Online Monitoring by CCA

If we regard u as the system workload and x as its internal
measurements, the purpose of CCA is to decompose the
space fxg into two subspaces, spanned by x! and x?2,
respectively, based on its correlation with the inputs. For
each variable in x| the inputs u can serve as a “teacher” to
provide a baseline for its activities. By doing so, we can
remove the uncertainties in x that are caused by the
variations of system inputs. In view of the information
theory, our strategy is to reduce the entropy of internal
observation x by considering u since we believe that the
mutual information between x and u is high.

Each variable x; in x! is monitored in a supervised
fashion [8]. That is, instead of checking the original values
of %, we watch the correlation ; along time to check the
status. In Fig. 2, we use an example from synthetic data to
demonstrate the process of this supervised monitoring.
Fig. 2a plots the normal values of x;, which are generated
from a distribution N. In Fig. 2b, we introduce a failure in
the values of x;, which is simulated by adding another data
source F at the 500th sample. That is, the x; values after the
500th sample are generated from two distributions,
0:2N  0:8F. It is hard to detect this injected “failure”
based on x; itself because the values of x; are very diverse.
However, once we have the knowledge of its highly
correlated partner u;, as shown in Figs. 2c and 2d, the
correlation between t; and %; can be computed. Figs. 2e
and 2f plot the online calculated correlation along time for
the normal and failure cases, respectively. It shows that in
the failure case, the correlation between x; and t; drops
after the 500th observation because the system encounters
some unknown failures. Note that the horizontal axis in
those figures represents the time dimension.
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To implement this supervised detector, we need to
calculate the initial values of correlation s, as well as to
develop an online correlation-updating algorithm for each
new observation. We also have to provide a reliable
threshold for each ; in the monitoring process to
distinguish the normal and failure situations. To accom-
plish these, we collect measurements of x and u during
system normal operations as the training data and split
them into two parts. The first training data is used to
extract the initial correlation model between x and u by
using CCA, as described in Section 3.1, from which we
obtain the projection vectors and canonical correlation for
each pair fu; %;g.

The second training set is used to determine the
threshold for each ;. Starting from the learned CCA model,
we sequentially update the correlation ; for every
measurement in the second training data. Given the
kth measurement x¥ and uk, an exponentially weighted
moving average (EWMA) filter [5] is employed to update
the within-set covariance matrices Cyx and C,, and the
between-sets covariance matrix Cy,. For instance, the
EWMA update of Cy, is expressed as

ckl..ock 1 xkukT 7
where the constant dictates the degree of filtering. When
we choose ... k—kl (7) changes into the traditional moving
average (MA) estimation. In our EWMA filter, the parameter

is fixed to 0.99 so that CX,* can “age out” old observations.
In other words, we choose ... 0:99 to make sure that the
current observation has weight 1 .. 0:01 in the calcula-
tion of CX,* no matter how large the number k is. Compared
with the MA estimation in which the weight for the latest
observation is ﬁ the EWMA filter put more importance to
the recent data to make the algorithm more adaptive to
system changes. The two within-set covariance matrices are
updated in a similar way. Note that (7) assumes that x and u
are zero-mean variables. If not, we can easily center them by
subtracting them from the mean obtained from the first set of
training data. Once we obtain all the updated covariance
matrices, the new correlation value is computed from (1).

Based on all the updated values of ;s from the second
training data, we can set a threshold for each correlation
to define its normal activity region. During the online
monitoring process, we use the same way to update ;s
when each new measurement comes in. Whenever any
correlation is below its threshold, it is regarded that the
system is in faulty behavior. We will discuss the process of
threshold selection for each ; in Section 5.2.

The variables in %2 are monitored in a different way,
since they cannot find any highly correlated partners from
the inputs u. A variety of methods [24], [7], [19], as described
in Section 2, can be applied here. In this paper, we define a
statistic s to summarize the activities of variables in x 2 :

where m, is the number of variables in x 2. According to
the CCA modeling, each x; in (8) is a zero-mean variable
with unit standard deviation. If we assume that x;s are
normally distributed, then s obeys the 2 distribution with
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Fig. 3. Explanation of PCCA.

m, degree of freedom. The threshold for failure is then
determined by choosing a certain confidence level p of the
chi-square distribution. The geometric interpretation of (8)
is that the score s actually represents the square distance
between the projection of x in the subspace spanned by
fx 2 g and the origin of that subspace.

4 PRINCIPAL SUBSPACE MAPPING

The CCA-based subspace mapping discovers the subspace
fx 1 g from the original space that is highly dependent on
the input variables. As a consequence, the variables in x !
can be more accurately monitored due to the introduction of
a “teacher.” However, in the failure detection task, we need
to check the whole space of x to collect evidences about a
failure. Given that the supervised monitoring technique on
x 1 provides more accurate results than the method that is
used to monitor x2, we desire the subspace x! to
represent the original variables x as much as possible. That
is, it is better to extract a subspace from x that not only is
highly correlated with the inputs u but also captures
enough variances of the original space. For this purpose, a
new statistical method, principal canonical correlation analysis
(PCCA), is developed to extract a principal subspace
mapping from the two sets of variables. The PCCA
approach combines CCA with another data analysis
method, the principal component analysis (PCA), to achieve
the best trade-off between correlation and variance, which is
explained in Fig. 3. We will show that such combination is
beneficial to the failure detection task. In the following
sections, we first briefly introduce PCA. Then, the method
of PCCA is presented.

4.1 Principal Component Analysis (PCA)

Given measurements of zero-mean variables x 2 R, PCA
finds the vector w such that the component v..w~Xx
possesses the maximum variance [22]:

max Eivw ... EWW XX"W ... W CyxW 9
w

under the constraint kwk ... 1, where C,y is the covariance
matrix of x. The solution of (9) is obtained by finding the
eigenvector corresponding to the largest eigenvalue of the
covariance matrix [16]:

CuxW ... W: 10
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Here, we present another way to explain PCA, which is
based on the term “extracted variance” [2] by the component
V... w”X. It refers to the amount of variances in x that are
explained by v, which is the sum of squared correlations
between each variable in x and the component v [2]:

x x
EZWXi ...  EAW XXj ... W CyxCyxW: 11

il i1
Note that in the above deduction, we use the inner product
of a pair of vectors to represent a sum of scalar quantities.
Now, PCA can also be achieved by finding the direction w
so that the extracted variance by v ... w”>x is the largest under
the constraint;

Eivw ... B XX"W ... W CyW ... 1: 12

Combining (11) and (12), the function to be maximized is

F ... W CyyCxxW W CuW 1; 13

where is the Lagrange multiplier. Taking the derivatives
with respect to w and setting it to zero gives

CuxCxxW ... CyxW: 14

It is easy to verify that the solution of (14) is the same as that
obtained from solving (10).

4.2 Principal Canonical Correlation Analysis

The goal of PCCA is to discover the principal subspace from
X that is correlated with u. It derives coefficient vectors, wy,
for u and wy for x, so as to find the best trade-off between
maximizing the correlation as expressed in (1) and max-
imizing the extracted variances as expressed in (11):

W; CyxCyx Wy

max W, CuxWy | 15
Wy W p
with the constraints
w, CygW, ... 1 and W5 CyxWy ... 1: 16

Note that we put a square in the first item of (15) and divide
the extracted variance over p in the second item in order to
get a balance between the two parts. Then, the weight is
chosen between 0 and 1. The value controls the
importance of correlation and variance extraction. By
specifying ... 1, we obtain the CCA solution. Similarly,
the case ... 0 corresponds to PCA as specified in (13).

Combining (15) and (16), we maximize the following
Lagrangian:

W;Cxxcxxwx
p 17
x Wy CuxWy 1

> 2
Z ... W;CuxWy 1
u WoCuuwy 1

In order to reduce the algebraic complexity of solving (17), a

Cholesky decomposition of Cy, and Cyx is carried out:
Cuw - TuTu>; Cxx - TxTx>; 18

where T, and Ty are both lower triangular matrices. We
then perform whitening on the original variables and define
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