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Abstract- Large amount of monitoring data can be collected
from distributed systems as the observables to analyze system
behaviors. However, without reasonable models to characterize
systems, we can hardly interpret such monitoring data effectively
for system management. In this paper, a new concept named
flow intensity is introduced to measure the intensity with which
internal monitoring data reacts to the volume of user requests in
distributed transaction systems. We propose a novel approach to
automatically model and search relationships between the flow
intensities measured at various points across the system. If the
modeled relationships hold all the time, they are regarded as
invariants of the underlying system. Experimental results from
a real system demonstrate that such invariants widely exist in
distributed transaction systems. Further we discuss how such
invariants can be used to characterize complex systems and
support autonomic system management.

I. INTRODUCTION

In recent years, we have witnessed the rapid growth of com-
plexity in information systems. With the success of Internet
technology, many large-scale information systems have been
built with unprecedented capacity to process large volume of
transactions simultaneously. For example, Google has thou-
sands of servers to support millions of user queries every
day and NTT DoCoMo's CiRCUS system [1] consists of
400 servers to support over 38 million i-mode mobile phone
subscribers. Further each of these systems could include thou-
sands of components such as operating systems, application
software, servers, storage and networking devices, which are
widely distributed across the system.

Complexity of information systems originates from their
scale as well as their dynamics and heterogeneity. While
each of their components is already complex enough by
itself, the dynamic interaction among them introduces another
magnitude of complexity. Meanwhile, user behaviors and loads
are always changing, software and hardware components are
frequently replaced and upgraded, and the system itself also
includes much uncertainties such as caching. Therefore, a
complex information system is essentially an unbounded dy-
namic system and it is very difficult to characterize its dynamic
behavior precisely. In addition, the heterogeneity of system
components also contributes to the growing system complex-
ity. Each information system is integrated with a mixture
of various software, hardware and networking components,

which are usually supplied by many vendors. Moreover, each
component may also has its specific configuration. Therefore
it is also hard to generalize knowledge across systems with
different functionality and architecture. We believe that much
of this knowledge is inherently system-dependent.

Large amount of monitoring data can be collected from
system components for system management. Software log
files, system audit events and network traffic statistics are
typical examples of such monitoring data. If we regard an
operational information system as a dynamic system, this
data is the observable of its internal state. However, due
to the distributed nature of information systems and their
complexity, it has been a great challenge to correlate this data
effectively across distributed systems and observation time.
In fact, without reasonable models to characterize complex
systems, it would be impossible to interpret this monitoring
data effectively for autonomic system management. Therefore
a critical challenge is how to characterize systems of such
scale and complexity.

In this paper, we propose a novel approach to analyze
the monitoring data of distributed transaction systems. In
transaction systems, much of internal monitoring data reacts
to the volume of user requests accordingly when user requests
flow through systems. For example, network traffic volume and
number of SQL queries usually change in accordance with the
volume of user requests. Here we introduce a novel concept
named flow intensity to measure the intensity with which
internal monitoring data reacts to the volume of user requests.
While it is difficult to model the whole complex system
due to its scale and complexity, we propose to model many
relationships between the flow intensities measured at various
points inside the system. If the modeled relationships hold
all the time, they are regarded as invariants of the underlying
dynamic system. In this paper, we propose a novel approach
to automatically search and extract invariants from dynamic
systems. Experimental results from a real system demonstrate
that such invariants widely exist in distributed transaction
systems. The main contribution of this paper is to reveal this
phenomenon. Further we discuss how such invariants can be
used to characterize complex systems and support autonomic
system management.
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II. INVARIANTS OF DYNAMIC SYSTEMS

Many large scale transaction systems receive millions of
transaction requests every day. For example, Amazon.com sold
3.6 million items or 41 items per second in the single day of
December 12, 2005 [2]. The large volume of user requests
traverse a set of system components sequentially according
to application software logic. If we regard the control graph
of application software as a complex pipe network, the mass
of user requests flows through various software paths as fluid
flows through that pipe network. Meantime, various system
components produce large amount of monitoring data to track
their operational status. Log files are typical examples of
such monitoring data. Our first observation is that much of
such internal monitoring data reacts to the volume of user
requests accordingly when user requests flow through system
components. For example, network traffic volume and CPU
usage go up and down in accordance with the volume of user
requests.

In this paper, we introduce a new concept named flow inten-
sity to measure the intensity with which internal monitoring
data reacts to the volume of user requests. Flow intensities can
be calculated from the monitoring data collected at various
points across distributed systems. Number of SQL queries,
number of network packets and average CPU usage (per
sampling unit) are typical examples of such flow intensity
measurements. In our experiments, we collect as many as
over 100 flow intensity measurements from a typical three-tier
web system. Our second observation is that there exist strong
correlation or cointegration between many of flow intensity
measurements. This is because these measurements mainly
respond to the same external factor - the volume of user
requests. If we regard a transaction system as a dynamic
system like those in control theory [3], the volume of user
requests is the external input of that system. Further if we
consider a system component as a black box, the correlation
between the flow intensities measured at the input and output
of that component could well reflect the constraints that the
monitored component bears. As an engineered system, the
constraints could be imposed by many factors such as hard-
ware capacity, application software logic, system architecture
and functionality.
Two examples are shown in Figure 1 to illustrate such

relationships. Note that here we use I(x) to represent the
flow intensity measured at the point x. Assuming that a load
balancer has one input x and two outputs yi, Y2, we should
always have I(X) = I(yI) + I(y2) because this is the physical
property of a load balancer. Meantime, in a web system, if
a specific HTTP request x always lead to two related SQL
queries y, we should always have 1(y) = 21(x) because this
logic is written in its application software. No matter how these
flow intensities change in accordance with varying user loads,
such relationships (the equations) of the flow intensities are
always constant. In fact we believe that there may exist many
of such constant relationships among flow intensities, which
are governed by the physical properties or logic of system

I(y) = 21(x)

x HTTPI Web SQL y t
system

Fig. 1. Correlation of flow intensities

components.
In this paper, we model and search such relationships

between flow intensities measured at various points across
distributed systems. If the modeled relationships hold all the
time, they are regarded as invariants of the underlying dynamic
systems. In the above examples, the relationships I(x) =

I(YI) + I(Y2) and 1(y) = 21(x) but not the flow intensities
are considered as invariants. Note that unlike a flow intensity
itself, the validity of an invariant is not affected by varying user
loads. For convenience, in the following sections, variables
such as x and y are used to represent flow intensities and
we use equations such as y = f(x) to represent invariants.
In order to support autonomic system management, we have
to understand basic properties of target systems. However, as
discussed earlier, it is extremely hard to characterize large,
dynamic and complex systems in a holistic way. Rather in
this paper we apply a basic engineering principle - divide and
conquer, in characterizing many local properties of system
components. Each invariant is able to capture some local
properties of its related components. Therefore if we can
discover large number of invariants from distributed systems,
we believe that the whole system can be well characterized
with these invariants. Based on various physical meaning of
flow intensity measurements, invariants could also characterize
the target systems from many different perspectives. More
details about this will be discussed in Section V.

III. CORRELATION OF FLOW INTENSITIES

With flow intensities measured at various points across
systems, we need to consider how to model the relationships
between these measurements, i.e., with measurements x and
y, how to learn a function f so that we can have y = f( x)?
As mentioned earlier, many of such measurements change in
accordance with the volume of user requests. As time series,
these measurements should have similar evolving curves along
the time t. Therefore we believe that many of flow intensities
should have linear relationships. In this paper, we use AutoRe-
gressive models with eXogenous inputs (ARX) [4] to learn
linear relationships between flow intensity measurements.
At time t, we denote the flow intensities measured at the

input and output of a component by x(t) and y(t) respectively.
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The ARX model describes the following relationship between
two flow intensities:

y(t) + aly(t -1) + + a,y(t -n)1
= box(t -k) + + bmx(t -k -m)

where [n, m, k] is the order of the model and it determines
how many previous steps are affecting the current output. ai
and bj are the coefficient parameters that reflect how strongly
a previous step is affecting the current output. Let's denote:

0 [a,w, , an ,bo , , bm]T, (2)

W0(t=-Y(t -1),.......,-SY(t -n), (3)
x(t -k), ...,x(t- k m)]T.

Then Equation (1) can be rewritten as:

y(t) = W0(t)To. (4)
Assuming that we have observed two flow intensity mea-

surements over a time interval 1 < t < N, lets denote this
observation by:

ON = {x(1), y(l), ..., x(N), y(N)} (S)
For a given 0, we can use the observed inputs x(t) to calculate
the simulated outputs y(t 0) according to Equation (1). Thus
we can compare the simulated outputs with the real observed
outputs and further define the estimation error by:

EN(0, ON) Z(Y(t) -y(t 0))2
t=1 (6)

ZN (y(t) P(t)TO)2.
t=l

The Least Squares Method (LSM) can find the following 0

that minimizes the estimation error EN (0, ON):
N N

SN = [E, 0(t)fO(t)T]- E 0(t)y(t). (7)
t=l t=l

Note that there exist recursive algorithms to compute the 0

and the ARX model can also be used to model the relationship
between multiple inputs and multiple outputs [4], i.e., we can
have multiple flow intensities as the inputs and/or outputs in
Equation (1). For simplicity, we only model and analyze the
relationship between two flow intensities in this paper.

There are several criteria to evaluate how well the learned
model fits the real observation. In this paper, we use the
following equation to calculate a normalized fitness score for
model validation:

F(0) = [1 - N yty(t 2 100, (8)Et= y2

where y is the mean of the real output y(t). A higher fitness
score indicates that the model fits the observed data better
and its upper bound is 100. Given the observation of two
flow intensities, we can always use Equation (7) to learn a

model even if this model does not reflect their relationship at
all. Therefore, only a model with high fitness score is really
meaningful in characterizing data relationship. We can set a
range of the order [n, m, k] rather than a fixed number to
learn a list of model candidates and then a right model can be
selected from them according to the highest fitness score.

IV. EXTRACTING INVARIANTS

In the above section, we analyzed how to automatically
learn a model between two flow intensities. We may collect
many flow intensity measurements from a complex system
but obviously not any pairs of them would have such linear
relationships. Meantime, due to system dynamics and uncer-
tainties, some learned models may not be robust along time.
Then the challenging question is how to extract invariants
from large number of flow intensity measurements. In practice,
we may build some relationships based on prior system
knowledge. However, we believe that this knowledge is very
limited and system dependent due to various architecture and
functionality of complex systems. In this section, we propose
an algorithm to automatically search and extract invariants
from flow intensity measurements.
Assume that we have m measurements denoted by 1j,

1 < i < m. Since we have little knowledge about their
relationships in a specific system, we try any combination
of two measurements to construct a model first and then
continue to validate whether this model fits with new incoming
observations, i.e., we use brute-force search to construct all
hypotheses of invariants first and then sequentially test the
validity of these hypotheses in operation. Note that we always
have sufficient monitoring data from an operational system to
validate these hypotheses. The fitness score Fi(0) given by
Equation (8) is used to evaluate how well a learned model
matches the data observed during the ith time window. We

denote the length of this window by 1, i. e., the window
includes I sampling points. Further we select a threshold F
and use the following piecewise function to binary determine
whether a model fits the data or not.

f (Fi(0))={ Fi(0) > F, (9)

After receiving monitoring data for k of such windows, i.e.,
total k sampling points, we can calculate a confidence score
with the following equation:

Pk (0) = prob(Ft (0) > $) k1(F (o))
Pk- 1(0) (k -) + f (Fk (0))

k

(10)

Denote the set of valid models at time t = k I by Mk, i.e.,
Mk = {0Pk(O) > P}. P is the confidence threshold we
choose to determine whether a model has the potential to be
an invariant. The invariant extracting algorithm is shown in
Figure 2. Algorithm 4.1 starts to build a model for any two
measurements and then incrementally validates these models
with new observations. After a time period (K sampling
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